
UNIT-I 

 

Introduction to data mining: Necessity is the mother of invention. —Plato 

Data mining has attracted a great deal of attention in the information industry and 

in society as a whole in recent years, due to the wide availability of huge amounts 

of data and the imminent need for turning such data into useful information and 

knowledge. The information and knowledge gained can be used for applications 

ranging from market analysis, fraud detection, and customer retention, to 

production control and science exploration. 

Data mining can be viewed as a result of the natural evolution of information 

technology. The database system industry has witnessed an evolutionary path in 

the development of the following functionalities (Figure 1.1): data collection and 

database creation, data management (including data storage and retrieval, and 

database 

 

 What Is Data Mining? 

Simply stated, data mining refers to extracting or “mining” knowledge from large 
amounts of data. The term is actually a misnomer. Remember that the mining of 

gold from rocks or sand is referred to as gold mining rather than rock or sand 

mining. Thus, data mining should have been more appropriately named 

“knowledge mining from data,” which is unfortunately somewhat long. 
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“Knowledge mining,” a shorter term, may not reflect the emphasis on mining from 

large amounts of data. Nevertheless, mining is a vivid term characterizing the 

process that finds a small set of precious nuggets from a great deal of raw material. 

Thus, such a misnomer that carries both “data” and “mining” became a popular 

choice. Many other terms carry a similar or slightly different meaning to data 

mining, such as knowledge mining from data, knowledge extraction, data/pattern 

analysis, data archaeology, and data dredging. Many people treat data mining as a 

synonymfor another popularly used term, Knowledge Discovery fromData, or 

KDD.  

 

Classification of Data Mining Systems 

Data mining is an interdisciplinary field, the confluence of a set of disciplines, 

including database systems, statistics, machine learning, visualization, and 

information science (Figure).Moreover, depending on the data mining approach 

used, techniques from other disciplines may be applied, such as neural networks, 

fuzzy and/or rough set theory, knowledge representation, inductive logic 

programming, or high-performance computing. Depending on the kinds of data to 

be mined or on the given data mining application, the data mining system may also 

integrate techniques from spatial data analysis, information retrieval, pattern 

recognition, image analysis, signal processing, computer graphics, Web 

technology, economics, business, bioinformatics, or psychology. Because of the 

diversity of disciplines contributing to datamining, datamining research is expected 

to generate a large variety of data mining systems. Therefore, it is necessary to 

provide a clear classification of data mining systems, which may help potential 

users distinguish between such systems and identify those that best match their 

needs. Data mining systems can be categorized according to various criteria, as 

follows: 
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Major Issues in Data Mining 

The scope of this book addresses major issues in data mining regarding mining 

methodology, user interaction, performance, and diverse data types. These issues 

are introduced below: 

Mining methodology and user interaction issues: These reflect the kinds of 

knowledge mined, the ability to mine knowledge at multiple granularities, the use 

of domain knowledge, ad hoc mining, and knowledge visualization. 

Mining different kinds of knowledge in databases: Because different users can 

be interested in different kinds of knowledge, data mining should cover a wide 

spectrum of data analysis and knowledge discovery tasks, including data 

characterization, discrimination, association and correlation analysis, classification, 

prediction, clustering, outlier analysis, and evolution analysis (which includes 

trend and similarity analysis). These tasks may use the same database in different 

ways and require the development of numerous data mining techniques. 

Interactive mining of knowledge at multiple levels of abstraction: Because it is 

difficult to know exactly what can be discovered within a database, the data mining 

process should be interactive. For databases containing a huge amount of data, 

appropriate sampling techniques can first be applied to facilitate interactive data 

exploration. Interactive mining allows users to focus the search for patterns, 

providing and refining data mining requests based on returned results. Specifically, 

knowledge should be mined by drilling down, rolling up. 

Incorporation of background knowledge: Background knowledge, or information 

regarding the domain under study, may be used to guide the discovery process and 

allow discovered patterns to be expressed in concise terms and at different levels of 

abstraction. 

Presentation and visualization of data mining results: Discovered knowledge 

should be expressed in high-level languages, visual representations, or other 

expressive forms so that the knowledge can be easily understood and directly 

usable by humans. This is especially crucial if the data mining system is to be 

interactive. This requires the systemto adopt expressive knowledge representation 

techniques, such as trees, tables, rules, graphs, charts, crosstabs, matrices, or 

curves. 

Efficiency and scalability of data mining algorithms: To effectively extract 

information from a huge amount of data in databases, data mining algorithms must 

be efficient and scalable. 

 

 

TYPE OF ATTRIBUTES IN DATA MINING 

There are four different types of attributes in data mining. 
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 1. Nominal 

 Examples: ID numbers, eye color, zip codes 

2. Ordinal 
Examples: rankings (e.g., taste of potato chips on a scale from 1-10), grades, height 

in {tall, medium, short} 

3. Interval 
Examples: calendar dates, temperatures in Celsius or Fahrenheit. 

4. Ratio 
Examples: temperature in Kelvin, length, time, counts 

 

 
DATA MINING TASKS  
The goal of any data mining effort can be divided in one of the following two types .Using data mining to 

generate descriptive models to solve problems.  Using data mining to generate predictive models to 

solve problems. The descriptive data mining tasks characterize the general properties of the data in the 

database, while predictive data mining tasks perform inference o the current data in order to make 

prediction. Descriptive data mining focus on finding patterns describing the data that can be interpreted 

by humans, and produces new, nontrivial information based on the available data set. Predictive data 

mining involves using some variables or fields in the data set to predict unknown or future values of other 

variables of interest, and produces the model of the system described by the given data set. The goal of 

predictive data mining is to produce a model that can be used to perform tasks such as classification, 

prediction or estimation, while the goal of descriptive data mining is to gain an understanding of the 

analysed system by uncovering patterns and relationships in large data sets. The goal of a descriptive data 
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mining model is therefore to discover patterns in the data and to understand the relationships between 

attributes represented by the data, while the goal of a predictive data mining model is to predict the future 

outcomes based on passed records. 

with known answers. Further divide the data mining task of generating models into the following two 

approaches:  Supervised or directed data mining modeling.  Unsupervised or undirected data mining 

modeling. The goal in supervised or directed data mining is to use the available data to build a model 

that describes one particular variable of interest in terms of the rest of the available data. The task is to 

explain the values of some particular field. The user selects the target field and directs the computer to 

determine how to estimate, classify or predict its value. In unsupervised or undirected data mining 

however variable is sigled out as the target. The goals of predictive and descriptive data mining are 

achieved by using specific data mining techniques that fall within certain primary data mining tasks. The 

goal is rather to establish some relationship among all the variables in the data. The user asks the 

computer to identify patterns in the data that may be significant. Undirected modeling is used to explain 

those patters and relationships one they have been found.  

CLASSIFICATION/PREDICTION 
Classification involves the discovery of a predictive learning function that classifies a data item into one 

of several predefines classes. It involves examining the features of a newly presented object and assigning 

to it a predefined predefined class. Define classification has a two-step process. First a model is built 

describing a predetermined set of data classes or concepts and secondly, the model is used for 

classification. Prediction can be viewed as the construction and use of a model to assess the class of a 

unlabeled sample, or to assess the value or value 

range of an attribute that a given sample is likely to have. According to, any of the techniques used for 

classification can be adapted for use in prediction by using training examples where the value of the 

variable to be predicted is already known, along with historical data for those examples. Typical business 

related questions that can be answered using classification or prediction tasks are:  Which customers will 

buy?  Which products will customer by?  How much will customer buy? 
ESTIMATION While classification deals with discrete outcomes such as yes or no, debit card, home 

loan or vehicle financing, estimation deals with continuously valued outcomes. If some input data is 

available, estimation cab be used to come up with some unknown continuous variable such as income or 

height. In estimation, one wants to come up with a plausible value or a range of plausible values for the 

unknown parameters of a system. Typical examples of estimation and the business related questions that 

can be addressed by making use it include the following:  How many children are in a family?  
Estimating a family’s total household income.  Estimating the value of a piece of property. 
Classification and estimation are often used together, as when data mining is used or predict who is likely 

to respond to a credit card balance transfer offer and also to estimate the size of the balance to be 

transferred. Estimation is grouped under predictive data mining tasks. 
DISCRETE AND CONTINUOUS ATTRIBUTES 

Discrete Attribute [Nominal and Ordinal] 

–Has only a finite or countably infinite set of values 

–Examples: zip codes, counts, or the set of words in a collection of documents 

–Often represented as integer variables. 

–Note: binary attributes are a special case of discrete attributes 

Continuous Attribute [interval  and ratio] 

–Has real numbers as attribute values 

–Examples: temperature, height, or weight. 

–Practically, real values can only be measured and represented using a finite 

number of digits. 
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–Continuous attributes are typically represented as floating-point variables. 

To describe the dataset  What do your records represent? 

What does each attribute mean? 

What type of attributes? 

– Categorical  

– Numerical  Discrete 

  Continuous  

– Binary  

– Asymmetric 

 

What is Data?  Collection of data objects and their attributes   

An attribute is a property or characteristic of an object – Examples: eye color of a 

person, temperature, etc  

– Attribute is also known as variable, field, characteristic, or feature   

A collection of attributes describe an object  

– Object is also known as record, point, case, entity, or instance 
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DATASETS FOR DATA MINING 

This page contains a list of datasets that were selected for the projects for Data Mining and 

Exploration. Students can choose one of these datasets to work on, or can propose data of their own 

choice. At the bottom of this page, you will find some examples of datasets which we judged as 

inappropriate for the projects. 

 

PARTICLE PHYSICS DATA SET 

 Description: This data set was used in the KDD Cup 2004 data mining competition. The 

training data is from high-energy collision experiments. There are 50 000 training examples, 

describing the measurements taken in experiments where two different types of particle were 

observed. Each training example has 78 numerical attributes. 

 Size 

o 50 000 training examples, 100 000 test examples 

o 78 numerical attributes 

o 147 MB as uncompressed text 

 References: 

o KDD Cup 2004: Results and Analysis 

o Anti-matter detection: Particle Physics Model for KDD Cup 2004 

o KDD Physics Task - Discussion of Modeling Approaches 

o Descriptions of more competition entries are available in SIGKDD Explorations 

6(2) (see Reports section) 

 Task: Perform exploratory data analysis to get a good feel for the data and prepare the data 

for data mining. Train at least two classifiers to distinguish between two types of particle 

generated in high-energy collider experiments. The original competition asked participants to 

provide four separate sets of predictions, optimising separately the accuracy, area under the 

ROC curve, cross-entropy, and q-score. Software to calculate these measures can be 

downloaded from the competition website. 

 Challenges: No labels are given to the attributes to help interpret them. There is missing data 

for 8 of the attributes (with out-of-range values of 999 and 9999 used as placeholders). 
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